
Advanced Garbage Collection Topics 
Generations 
If the garbage collector had to visit all the objects referenced by an application, the 
GC process might impose a severe overhead. Fortunately, some recurring patterns in 
object creation make it possible for the garbage collector to use heuristics that often 
trim the total execution time. 

It has been observed that, from a statistical point of view, objects created early 
in the program’s lifetime tend to stay alive longer than objects created later in a 
program. Here’s how you can intuitively justify this theory: objects created early are 
usually assigned to global variables and will be set to Nothing only when the 
application ends, whereas objects created inside a class constructor method are 
usually released when the object is set to Nothing. Finally, objects created inside a 
procedure are often destroyed when the procedure exits (unless they have been 
assigned to a variable defined outside the procedure, for example, an array or a 
collection). 

The garbage collector has a simple way to determine how “old” an object is. 
Each object maintains a counter telling how many garbage collections that object has 
survived. The value of this counter is the object’s generation. The higher this number 
is, the smaller the chances are that the object is collected during the next garbage 
collection. 

The current version of the runtime supports only three distinct generation 
values. The generation value of an object that never underwent a garbage collection is 
0; if the object survives a garbage collection, its generation becomes 1; if it survives a 
second garbage collection, its generation becomes 2. Any subsequent garbage 
collection leaves the generation counter at 2 (or destroys the object). 

The runtime can use this information to optimize the garbage collection 
process—for example, by moving the generation-2 objects toward the beginning of 
the heap, where they are likely to stay until the program terminates; they are followed 
by generation-1 objects and finally by generation-0 objects. This algorithm has proven 
to speed up the garbage collection process because it dramatically reduces the 
fragmentation of the managed heap. 

You can learn the current generation of any object by passing it to the 
GC.GetGeneration method. The following code should give you a taste of how this 
method works: 

Sub TestGeneration() 
    Dim s As String = "dummy string" 
 
    ' This is a generation-0 object. 
    Console.WriteLine(GC.GetGeneration(s))   ' => 0 
    ' Make it survive a first garbage collection. 
    GC.Collect() 
    Console.WriteLine(GC.GetGeneration(s))   ' => 1 
    ' Make it survive a second garbage collection. 
    GC.Collect() 



    Console.WriteLine(GC.GetGeneration(s))   ' => 2 
    ' Subsequent garbage collections don't increment the 
    ' generation counter. 
    GC.Collect() 
    Console.WriteLine(GC.GetGeneration(s))   ' => 2 
End Sub 

The GC.Collect method is overloaded to take a generation value as an 
argument, which results in the garbage collection of all the objects whose generation 
is lower than or equal to that value: 

' Reclaim memory for unused generation-0 objects. 
GC.Collect(0) 

In general, the preceding statement is faster than running a complete garbage 
collection. To understand exactly why, let’s examine the three steps the garbage 
collection process consists of: 

1 The garbage collector marks root objects and in general all the objects directly or 
indirectly reachable from the application. 

2 The heap is compacted, and all the marked (reachable) objects are moved toward 
the beginning of the managed heap to create a block of free memory near the end 
of the heap. Objects are sorted in the heap depending on their generation, with 
generation-2 objects near the beginning of the heap and generation-0 objects near 
the end of the heap, just before the free memory block. (To avoid time-consuming 
memory move operations, objects larger than about 85 KB are allocated in a 
separate heap that’s never compacted.) 

3 Root object variables in the main application are updated to point to the new 
positions of objects in the managed heap. 

You speed up the second step (fewer objects must be moved in the heap) as 
well as the third step (because only a subset of all variables are updated) when you 
collect only generation-0 objects. Under certain conditions, even the first step is 
completed in less time, but this optimization technique might seem counterintuitive 
and requires an additional explanation. 

For example, let’s say that the garbage collector reaches a generation-1 object 
while traversing the object graph. Let’s call this object A. In general, the collector 
can’t simply ignore the portion of the object graph that has object A as its root 
because this object might point to one or more generation-0 objects that need to be 
marked. (For example, this might happen if object A is an array that contains objects 
created later in the program’s lifetime.) However, the runtime can detect whether 
fields of object A have been modified since the previous garbage collection. If it turns 
out that object A hasn’t been written to in the meantime, it means that it can point 
only to generation-1 and generation-2 objects, so there is no reason for the collector to 
analyze that portion of the object graph because it was analyzed during the previous 
garbage collection and can’t point to any generation-0 object. (Of course, a similar 
reasoning applies when you use the GC.Collect(1) statement to collect only 
generation-0 and generation-1 objects.) 

The common language runtime often attempts to collect only generation-0 
objects to improve overall performance; if the garbage collection is successful in 
freeing enough memory, no further steps are taken. Otherwise, the common language 



runtime attempts to collect only generation-0 and generation-1 objects and collects all 
three generations only if strictly necessary. This means that older-generation objects 
might live undisturbed in the heap a long time after the application logically killed 
them. The exact details of the type of garbage collection the common language 
runtime performs each time are vastly undocumented, and above all, they might—and 
likely will—change over time. 

In general, as a developer you shouldn’t be interested in these low-level 
details. However, if for some reason you think that garbage collection is hurting your 
application’s performance, or if you’re just curious, you can visualize how often 
garbage collections fire, how large the managed heap is, and other information about 
memory usage by running the Performance tool and monitoring a few key 
performance counters exposed by the .NET CLR Memory object. The most 
interesting ones are # Gen 0 Collections, # Gen 1 Collections, # Gen 2 Collections, 
Gen 0 heap size, Gen 1 Heap Size, Gen 2 Heap Size, Large Object Heap Size, and % 
Time In GC.  

Note  Future versions of the .NET runtime might support a different number of 
generations. You can determine the number of generations supported by querying 
the GC.MaxGeneration field. 

Garbage Collection and Threading 
When the .NET runtime is executing on a workstation, it’s important that the user 
interface work as smoothly as possible, even at the cost of some loss of overall 
performance. On the other hand, performance becomes the top priority when an 
enterprise-level .NET application runs on a server machine. To account for these 
differences, the .NET Framework comes with two types of garbage collectors, 
implemented in two different DLLs: the workstation version (mscorwks.dll) and the 
multi-CPU server version (mscorsvr.dll). 

When running on a single-CPU machine, the collector always works in 
workstation mode. In this mode, the collector runs on a concurrent thread to minimize 
pauses, but the additional thread switching activity can slow down the application as a 
whole. When the server version runs on a multi-CPU system, objects are allocated 
from multiple heaps; the program freezes during a garbage collection, and each CPU 
works concurrently to compact one of the heaps. This technique improves overall 
performance and scales well when you install additional CPUs. Read the .NET SDK 
documentation for details about how to enforce either version. 

Regardless of which garbage collector you’re using, you can decide whether it 
runs concurrently with your application by using a setting in the application’s 
configuration file. 


